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Abstract

Recentwork on approximatelinear programming
(ALP) techniquedor rst-order Markov DecisionPro-
cesseFOMDPs) representghe value function lin-
earlyw.r.t. asetof rst-order basisfunctionsanduses
linear programmingtechniquedo determinesuitable
weights. This approachoffers the advantagethat it
doesnot requiresimpli cation of the rst-order value
function, and allows oneto solve FOMDPsindepen-
dentof a speci ¢ domaininstantiation.In this paper
we addressseveral questionsto enhancehe applica-
bility of this work: (1) Canwe extendthe rst-order
ALP framework to approximatepolicy iterationandif
so, how do thesetwo algorithmscompare? (2) Can
we automaticallygeneratebasisfunctionsand evalu-
ate their impacton value function quality? (3) How
canwe decomposentractableproblemswith univer-
sally quanti ed rewardsinto tractablesubproblems?
We proposeanswergo thesequestionsalong with a
numberof novel optimizationsandprovideacompara-
tive empiricalevaluationon problemsfrom theICAPS
2004 ProbabilisticPlanningCompetition.

1 Intr oduction

Markov decisionprocessegMDPs) have becomethe de
factostandardnodelfor decision-theoretiplanningprob-
lems. While classicdynamicprogrammingalgorithmsfor
MDPsrequireexplicit stateandactionenumerationtecent
techniquesfor exploiting propositionalstructurein fac-
toredMDPs[4] avoid explicit stateandactionenumeration.
While suchtechniquedor factoredMIDPs have proven ef-
fective, they cannotgenerallyexploit rst-order structure.
Yet mary realistic planningdomainsare bestrepresented
in rst-order terms,exploiting the existenceof domainob-
jects,relationsovertheseobjects,andtheability to express
objectvesandactioneffectsusingquanti cation.

As a result, a new classof algorithms has beenintro-
ducedto explicitly handleMDPs with relational(RMDP)
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and rst-order (FOMDP) structure! Symbolic dy-
namic programming (SDP) [5], r st-oder value itera-
tion (FOVIA) [12, 13], and the relational Bellmanalgo-
rithm (ReBel)[14] are model-basedlgorithmsfor solv-
ing FOMDPsand RMDPs, using appropriategeneraliza-
tions of valueiteration. Approximatepolicy iteration [7]
inducesrule-basedpolicies from sampledexperiencein
small-domaininstantiationsof RMDPs and generalizes
thesepoliciesto larger domains. In a similar vein, induc-
tive policy selectionusing r st-order regression[9] uses
regressionto provide the hypothesisspaceover which a
policy is induced. Appoximatelinear programming(for
RMDPs)[10Q] is an approximationtechniqueusing linear
programoptimizationto nd abest- t valuefunctionover
anumberof sampledRMDP domaininstantiations.

A recenttechniquefor rst-order approximatdinear pro-
gramming (FOALP) [21] in FOMDPs approximatesa
valuefunction by a linearcombinationof rst-order basis
functions. While FOALP incorporatesslementsof sym-
bolic dynamicprogramming SDP)[5], it usesamorecom-
pactapproximatiorframevork andavoidstheneedfor log-

ical simpli cation. This standgn contrastwith exactvalue
iterationframewnorks [5, 12, 13, 14] that prove intractable
in mary casesdue to blowup of the value function rep-
resentationand the needto perform complex simpli ca-

tions. And in contrastto approachethatrequiresampling
of grounddomains[7, 9, 10], FOALP solvesa FOMDP
atthe r st-oder level, thusobviating the needfor domain
instantiation.However, FOALP is just oneof mary possi-
ble approacheto linearvalueapproximatiorandthis begs
the questionof whetherwe cangeneralizet to otherap-
proachessuchas rst-order approximatepolicy iteration
(FOAPI). If so, it would be informative to obtaina com-
parative empiricalevaluationof thesealgorithms.

However, determiningthe most effective algorithm for
linear value-approximatioris only the rst steptowards
the developmentof practicalapproximatiortechniquegor

We usethe term relational MDP to refer modelsthat allow
implicit existentialquanti cation, and r st-oder MDP for those
with explicit existentialanduniversalquanti cation.



FOMDPs.We addressheimportantissueof automatidha-
sisfunctiongeneratiorby extendingregression-baseigch-
niguesoriginally proposedby Grettonand Thiebaux[9].
In addition, we addressissuesthat arise with universal
rewards—whilesymbolic dynamic programmingis well-
de ned for FOMDP domainswith universalrewards,clas-
sical rst-order logic is insufcient for de ning a com-
pactsetof basisfunctionsthatcanadequatelyapproximate
the value function in suchdomains. We proposea tech-
nigue for decomposingproblemswith universal rewards
while facilitating “coordination”amongdecomposedub-
problems.Finally, we presenta numberof novel optimiza-
tionsthatenhancehe performancef FOALP andFOAPI.
We provide a comparatie evaluationof thesealgorithms
on problemsfrom the ICAPS 2004 InternationalProba-
bilistic PlanningCompetition(IPPC).

2 Mark ov DecisionProcesses
We rst review linearvalue-approximatiowof MDPs.

2.1 MDP Representation

An MDP consistsof: a nite statespaceS; a nite set
of actionsA; a transitionfunction T, with T(s;a; ) de-
noting a distribution over S for all s 2 S;a 2 A; and
areward functonR : S A ! R. Ourgoalis to
nd a policy that maximizesthe value function, de-
ned usingthein nE,e horizon, discountedreward crite-
rion: V (s) = E [ 1, ' r'js], wherer! is areward
obtainedattimet and0 < listhediscountfactor

For ary function V over S and policy ,
dene the I:|;)olicy bakup operator B as:
(B V)(s) = (T(s; () )V (D). The ac-
tion badkup , operator B2 for action a is:
(BaV)(s) = cT(s;a )V (). The function
V (s) satis es the x ed point relationshipV (s) =
R(s; (s)) + (B V )(s). Furthermore,the Q-function
Q , denoting the expected future discounted reward
achieved by takingactiona in states andfollowing policy
thereaftersatis esQ (s;a) = R(s;a) + (B2V )(s).
We dene the greedy policy w.rt. V as follows:
gre(V)(s) = argmax, R(s;a) + (B2V)(s). If
is the optimal policy andV its value function, we have
the relationshipV (s) = maxa R(s;a) + (B2aV )(s).
Letting Q (s;a) = R(s;a) + (B2V )(s), we alsohave
(s) = gre(V )(s) = argmax, Q (s;a).

2.2 Linear Value Approximation for MDPs

In a linear value function representationwe represent
V as aPIinear combination of k basis functions b :
V(s) = j“:l w; by (s). Ourgoalis to nd weightsthat
approximatethe optimal value function ascloselyaspos-
sible. We notethatbecauséoth backupoperatord8 and
B2 arelinear operatorsthe backupof a linear combina-
tion of basisfunctionsis just the linear combinationof the

backupsof theindividual basisfunctions.

Approximate Linear Programming: Oneway of nd-
ing a good linear approximationis to castthe optimiza-
tion problemasalinearprogramthatdirectly solvesfor the
weightsof anL ;-minimizing approximatiorof theoptimal
valuefunction[6]:

Variables:wa;:::; wg
X X

Minimize: w; b (s) ()
s2Sj=1

Subjectto: 0 R(s;a) + w; [(B2l )(s)
j=1

While the size of the objectve and the numberof con-
straintsin this LP is proportionalto the numberof states
(andthereforeexponential) recentsolutiontechniquesise
compact,factoredbasisfunctions and exploit the reward
andtransitionstructureof factoredIDPs[11, 22], making
it possibleto avoid generatingan exponentialnumberof
constraint§andrenderinghe entireLP compact).

b (s)]; 8a;s

Approximate Policy Iteration: Likewise,we cangeneral-
ize policy iterationto the approximatecaseby calculating
successie iterationsof weig htswj(') thatrepresenthebest
approximationof the x ed point valuefunctionfor policy

() at iterationi. We do this by performingthe follow-
ing two stepsateacpjteration: (1) deriving thegreedypol-
icy: (+D) gre( (= Wy (s)) and(2) usingthefol-
lowing LP to determinethe weightsfor the Bellman-errof
minimizing approximatevaluefunction:

Variablesw!{*" ;:::;w{*

Minimize: ¢* 2
. X< f i+

Subjecto: P R(s; (s)) + W' (B b))l

i=1

X« .
W' b(s)] : 8as
j=1
If policy iterationcorverges(i.e.,if w(i*) = w(i*1 ) then
Guestrinet al. [11] provide the following boundon the
lossof V(*1 w.rt. the optimal valuefunctionV  (since
the Bellmanerroris boundedy theobjective (1 of the

optimal LP solutionatiterationi + 1):
(i+1)

kv v (g)k, (3)

3 First-Order MDPs

3.1 The Situation Calculus

Thesituationcalculus[19] is a rst-order languagefor ax-
iomatizing dynamicworlds. Its basicingredientsconsist
of actions situations and uents. Actions are rst-order
termsinvolving actionfunctionsymbols.For example,the
action of driving a truck t from city ¢; to city ¢, might



be denotedby the actiontermdrive(t; c;; c;). A situation
is a rst-order termdenotingthe occurrenceof a sequence
of actions. Thesearerepresentedisinga binary function
symboldo: do( ;s) denoteshe situationresultingfrom
doing action in situations. In alogistics domain,the
situationterm do(drive(t; c;; ¢3); do(drive(t; ¢1; ¢2); So))
denotesthe situation resulting from executing sequence
[drive(t; c1; co),drive(t; c; c3)] in Sp.  Relationswhose
truth valuesvary betweerstatesarecalled uents, andare
denotedby predicatesymbolswhoselastargumentis a sit-
uationterm. For example, TAt(t; paris;s) is arelational
uent meaningthattruckt is in paris in situations.?

A domain theory is axiomatizedin the situation calcu-
lus with four classesof axioms[19]. The mostimpor-
tant of theseare successorstate axioms (SSAs) There
is one SSA for each uent F (; s), with syntacticform
F (%; do(a; s)) F (% a;s) where ¢(x%; a;s) is afor-
mulawith freevariablesamonga; s;*. Thesecharacterize
thetruthvaluesof the uent F in thenext situationdo(a; s)
in termsof the currentsituations, andembodya solution
to theframeproblemfor deterministicactions[19].

Theregressionof aformula throughanactiona is afor-
mula °thatholdsprior to a beingperformediff  holds
aftera. Wereferthereadeto [5, 21] for aformalde nition
and discussionof the Regr () operator Here we simply
notethatit is de ned compositionallyandthat regression
of a formula reducesto the regressionof all uents in a
way thatis naturallysupportedy the formatof the SSAs.

3.2 CaseRepresentationand Operators

Priorto generalizinghesituationcalculusto permita rst-
orderrepresentatiomf MDPs, we introducea casenota-
tionto allow rst-order speci cationsof therewards,prob-
abilities, andvaluesrequiredfor FOMDPs(see[5, 21] for
formal details):

1.4 W

in

t = fi~rt=1tg

n tn
Herethe ; arestateformulae(whosesituationtermdoes
not usedo) andthet; areterms. Oftenthet; will be con-
stantsandthe ; will partition statespace. For example,
usingDst(t; ¢) to indicatethe destinatiorof truck't is city
¢, we mayrepresenbur rewardfunctionrCase(s; a) as:

a = noop” 8t;c TAt(t;c;s) Dst(t;c): 10
rCase(s;a) = | a6 noop” 8t; c TAt(t;c;s) Dst(t;c): 9
9t; c TAt(t; c;s) ™ : Dst(t; c) 0]

Here,wereceve arewardof 10 (9) if all trucksareattheir

destinatiorandanoopis (not) performed.In all othercases
we receve 0 reward. We usevCasg(s) to representalue
functionsin exactly the samemanner

2In contrastto states,situationsre ect the entire history of
action occurrences.However, the speci cation of dynamicsis
Markovian andallows recovery of statepropertiesfrom situation
terms.

Intuitively, to performanoperatiorontwo casestatements,
we simplytake thecross-produactf their partitionsandper
form the correspondingoperationon the resulting paired
partitions.Lettingeach ; and ; denotegenericrst-order

formulae,we canperformthe “cross-sum” of two case
statement# thefollowing manner:
N1l
1:10 1:1 _ 1N 12
2120 212 - >N 121
N 5122

Likewise,we canperform and by, respectiely, sub-
tracting or multiplying partition values (as opposedto
addingthem)to obtaintheresult. Somepartitionsresulting
from the applicationof the , ,and operatoranaybe
inconsistentwe simply discardsuchpartitionssincethey
canobviously never correspondo ary world state.

We de ne four additional operatorson cases[5, 21]:
Reg (), 9%, max, and[ . RegressionReg (C) and ex-
istentialquanti cation 9xC canbothbeapplieddirectly to
the individual partition formulae ; of caseC. The max-
imization operationmax C sortsthe partitionsof caseC
from largestto smallestrenderingthemdisjointin a man-
nerthatensuresachportionof statespacds assignedhe
highestvalue. TheunionoperationC; [ C, denotesasim-
ple unionof the casepartitionsfrom case<C; andC,.

3.3 StochasticActions and the Situation Calculus

To generalizethe classicalsituationcalculusto stochastic
actionsrequiredby FOMDPs, we decomposestochastic
“agent” actionsinto a collection of deterministicactions,
eachcorrespondingo a possibleoutcomeof the stochastic
action. We thenspecifya distribution accordingto which

“nature” may choosea deterministicaction from this set
whenever that stochasticactionis executed. As a conse-
guencewe needonly formulateSSAsusingthe determin-
istic nature's choices[1, 5], thusobviating the needfor a

specialtreatmenbf stochasti@ctionsin SSAs.

Letting A(x) be a stochasticactionwith natures choices
(i.e., deterministicactions)ny(x);  ;ng(*), we repre-
sentthe distribution over n; (x) given A(x) usingthe no-
tationpCase(n; (*); A(x); s). Continuingourlogisticsex-
ample,if the effect of driving a truck dependon whether
it is snaving in the city of origin, then we decompose
the stochastiadrive actioninto two deterministicactions
driveS anddriveF, denotingsuccesandfailure, respec-
tively, andspecifyadistribution over natures choice:

pCase( driveS(t; ¢1;Cz);
drive (t; c1;¢2);S)

snow(ci;s) :0:6
2 snow(cy;s) : 0:9

pCase( driveF (t; ¢1; c2);
drive (t; ¢1; c2); S)

snow(cy;s) :0:4
: snow(cs;s) : 0:1

Next, we de ne the SSAsin termsof thesedeterministic



choices’ Assumingthat natures choiceof deterministic
actionsfor stochasti@ctiondrive(t; ¢ ; c;) decomposeas
above, we canexpressan SSAfor TAt:

TAt(t; c;do(a; s))
9c1 TAt(t; ¢c1;8) M a= driveS(t; ¢1;¢)_
TAt(t; c;8) ™ 1 (9c2 ¢ 6 ¢ M a= driveS(t; c;cz))

Intuitively, the only actionsthatcanchangehe uent TAt
aresuccessfulrive actions. If a successfullrive action
doesnotoccurthenthe uent remainsunchanged.

3.4 Symbolic Dynamic Programming

Backingup a value function vCase(s) throughan action
A (%) yieldsacasestatementontainingthelogical descrip-
tion of statesthat would give rise to vCasds) after do-
ing actionA(x), aswell asthe valuesthusobtained(i.e.,a
Q(s; a) functionin classicaMDPs). Therearein factthree
typesof backupghatwe canperform.The rst, BA®), re-
gresses valuefunctionthroughan actionandproducesa
casestatementith free variablesfor the action parame-
ters. ThesecondB*, existentially quanti es over thefree
variablesc in BA(™) Thethird, B4, appliesthe maxop-
eratorto BA which resultsin a casedescriptionof the re-
gressedraluefunctionindicatingthe bestvaluethat could
be achieved by executingany instantiationof A(x) in the
pre-actionstate. To de ne the backupoperatorswe rst
de ne a slightly modi ed versionof the r st-order deci-
siontheoetic regression(FODTR)operatot5]:

FODTR(vCase(s); A(x)) =

[ ifpCase(n;(x);s) Regr(vCase(do(n;(x);s)))d]

We next next de ne thethreebackupoperators:

BA ™) (vCase(s)) = rCase(s;a) FODTR (vCase(s); A(x))
4

B” (vCase(s)) = 9% B ) (vCase(s)) (5)
Bhax (VCase(s)) = max(B* (vCase(s))) (6)

Previouswork [21] providesexamplesof BA®) andB A, .

4 Linear Value Approximation for FOMDPs

4.1 Value Function Representation

Following [21], werepresenavaluefunctionasaweighted

sumof k r st-oder basisfunctions denotedbCaseg(s),

eachcontaininga smallnumberof formulaethatprovide a
rst-order abstractiorof statespace:

vCasgs) = X, w; bCasg(s) (1)

Using this format, we canoften achie/e a reasonablep-
proximationof the exact value function by exploiting the

33SAscanoften be compiledfrom “effect” axiomsthatspec-
ify action effects[19] and effect axiomscan be compiledfrom
PPDDL probabilisticplanningdomainspeci cations[25].

additive structureinherentin mary real-world problems
(e.g.,additive reward functionsor problemswith indepen-
dentsubgoals)Unlike exactsolutionmethodsvherevalue
functionscangrow exponentiallyin size during the solu-
tion processand mustbe logically simpli ed [5], herewe
maintainthevaluefunctionin acompacform thatrequires
no simpli cation, justdiscovery of goodweights.

We caneasilyapply the backupoperatorB to this repre-
sentatiomand obtainsomesimpli cation asa resultof the
structurein Eqg. 7. We simply substitutethe value func-
tion expressionin Eq. 7 into the de nition BA®) (Eq. 4).
Exploiting the propertiesof theRegr and  operatorsyve
nd thatthebackupB”(*) of alinearcombinatiorof basis
functionsis simply the linear combinationof the FODTR
of eachbasisfunction:

BA®( ; wibCasa(s)) = (8)
rCase(s;a) ( i wiFODTR (bCase(s); A(x)))

Giventhe de nition of BA™) for a linear combinationof
basisfunctions,correspondingle nitions of B andB A,
follow directly from Egs.5 and®6. It is importantto note
thatduringthe applicationof theseoperatorsye never ex-
plicitly groundstatesor actions,in effect achiezing both
stateandactionspaceabstraction

4.2 First-order Approximate Linear Programming

Now we have all of the building blocksrequiredto de ne
rst-order approximatdinear programming(FOALP) and
rst-order approximatepolicy iteration (FOAPI). For now
we simply focuson the algorithmde nitions; we will ad-
dressef cient implementatiorin a subsequergection.

FOALP wasintroducedoy SannerandBoutilier [21]. Here
we presenta linear program (LP) with rst-order con-
straintsthatgeneralize€q. 1 from MDPsto FOMDPs:

Variablesw; ; 8i k

X X .
Minimize:  w; 'bCJ .

i=1 h jitji2 bCase; ] ase)
Subjectto: 0 Bhax (<1 Wi bCasa(s))

( X, w; bCasa(s);8A;s (9)

The objective of this LP requiressomeexplanation. If we
wereto directly generalizethe objective for MDPsto that
of FOMDPs,the objective would be ill-de ned (it would
sumover in nitely mary situations). To remedythis, we
supposéhateachbasisfunctionpartitionis choserbecause
it represents potentiallyusefulpartitioningof statespace,
andthussumover eachcasepartition.

This LP also containsa rst-order speci cation of con-
straints which somavhatcomplicateghe solution. Before
tackling this, we introducea generalr st-order LP format



thatwe canreusefor FOAPI:

Subjectto: 0  caser.1(S) casein(s); 8s (10)

0 casem; 1(s) casénn (s); 8s

The variablesand objective are as de ned in a typical

LP, the main differencebeingthe form of the constraints.

While thereareanin nite humberof constraintgi.e., one
for every situations), we canwork aroundthis sincecase
statementare nite. Sincethevaluet; for eachcasepar

tition h ;(s);t;ji is piecavise constantover all situations
satisfying (s), we canexplicitly sumover the case (s)

statementsn eachconstraintto yield a single casestate-
ment. For this “ attened” casestatementwe can eas-
ily verify thatthe constraintholdsin the nite numberof

piecavise constantpartitionsof the statespace.However,

generatinghe constraintsfor each“cross-sum”canyield

anexponentialnumberof constraints Fortunately we can
generalizeconstraintgenerationtechniqueg22] to avoid

generatingall constraints.We referto [21] for furtherde-
tails. Taken together thesetechniquesyield a practical
FOALP solutionto FOMDPs.

4.3 First-order Approximate Policy Iteration

We now turnto the rst contrikution of this paper a novel
generalizationof approximatepolicy iteration from the
classicaMDP case(Eq. 1) to FOMDPs.

Policy iterationrequiresa suitable rst-order policy repre-
sentationGivenavaluefunctionvCasq(s) it is easyto de-
rive agreedypolicy fromit. Assumingwe have m parame-

policy Caseg(s) as:

Case(s) = max( B*i (vCase(s)))
i=1:xm

Here, BAi (vCase(s)) representghe valuesthat can be
achievedby ary instantiatiorof theactionA; (). Themax
caseoperatorenforceghateachportionof pre-actionstate
spaceis assignedhe maximal Q-function partition. For
booklkeepingpurposeswe requirethateachpartitionh; ti
in BAi (vCase(s)) maintaina mappingto the action A;
thatgeneratedt, which we denoteash; ti ! A;. Then,
givenaparticularworld states, we canevaluate Casg(s)
to determinewhich policy partitionh; ti ! A; is satis-
ed in s andthus,which actionA; shouldbe applied. If
we retrieve the bindingsof the existentially quanti ed ac-
tion variablesin  (recallthatBAi existentially quanti es
these)we caneasilydeterminghe parameterizatioof ac-
tion A; thatshouldapplyaccordingto thepolicy.

(11)

For our algorithms, it is useful to de ne a set of case
statementdor eachactionA; thatis satis ed only in the
world stateswhere A; should be applied accordingto

Caseg(s). Consequentlywe de ne an action restricted
policy Casey, (s) asfollows:

Casen; (s) = fh; tijh; ti 2 Case(s) andh; ti ! Aig

Following the approacho approximateolicy iterationfor
factoredMDPs provided by Guestrinet al. [11], we can
generalizeapproximatepolicy iteration to the rst-order
caseby calculatingsuccessie iterationsof Weightsw-(')
that representthe best approximationof the x ed point
valuefunctionfor policy Casé" (s) atiterationi. We do
thisby performingthefollowing two stepsateveryiteration

i: (1) Obtainingthepo|_i,cy Case(s) fromthecurrentvalue

functionandweights( }‘:1 W]-(i) bCasg (s)) usingEq. 11,

and(2) solvingthefollowing LP in theformatof Eq.10that
determinesthe weights of the Bellman-errofminimizing
approximatevaluefunctionfor policy Casg(s):

variablesw{ " ;:::;w(™
Minimize; (*9 (12)
Subjectto; (V) Casea(s) -1 [w'™ bCasg (s)]

o w'*Y (Bhax bCasg)(s) ; 8A;s

We've reacheccorvergenceif (*1) = () _|f the policy

iteration corverges,thenwe notethat the loss boundsfor
API (Eg. 3) generalizadirectly to the rst-order case.

5 GreedyBasisFunction Generation

The use of linear approximationsrequiresa good set of
basisfunctionsthat spana spacethatincludesa good ap-
proximationto the value function. While somework has
addressedhe issueof basisfunction generatior[18, 16,
nonehasbeenappliedto RMDPsor FOMDPs. We con-
sidera basisfunctiongeneratiormethodthatdravs on the
work of GrettonandThiebaux9], who useinductie logic
programming(ILP) techniquedo constructa value func-
tion from sampledexperience. Speci cally, they usere-
gressionsof the reward as candidatebuilding blocks for
ILP-basedconstructionof the value function. This tech-
nigue hasallowed themto generatdully or k-stage-to-go
optimalpoliciesfor arangeof BlocksWorld problems.

We leveragea similar approachfor generatingcandidate
basisfunctionsfor usein the FOALP or FOAPI solution
techniquesFig. 1 providesan overview of our basisfunc-

tion generatioralgorithm. Themotivationfor thisapproach
is asfollows: if someportion of statespace hasvalue
v > in anexisting approximatevaluefunctionfor some
nontrivial threshold , thenthis suggestshatstateghatcan
reachthis region (i.e., found by Regr( ) throughsomeac-

tion) shouldalso have reasonablevalue. However, since
we have alreadyassigned/alueto , we wantthe new ba-

sisfunctionto focuson the areaof statespacenot covered
by sowenegateit andconjoinit with Regr( ). This“or-

thogonality”of newly generatedbasisfunctionsalsoallows

for computatioroptimizations(seeSec.7).



Input: A rst-order MDP speci cation,a valuethreshold , an
iterationlimit n, anda solutionmethod(FOALP or FOAPI).
Output:  Weights w; and basis functions bCase (s) for
an approximatedvalue function containingall regressionsof
rCase(s) having valueatleastvalue .

1. Begin with the reward rCase(s) asthe initial candidate
basisfunction. (We notethatrCase(s) canbe a sum of
casessowe canstartwith mary basisfunctions.)

2. Foreverybasisfunctionpartitionh ;(s);t;i andactionA;,
derive: i ™ 9% Regr( i(do(Ai(x);s))), addinga new
basisfunction consistingof it andits negation having re-
spectvevaluesl and0. (Redundanbasisfunctionsarenot
inserted.)

3. Solwve for theweightsw; usingFOALP or FOAPI.

4. If theweightof ary basisfunctionis belov a threshold ,
discardthe partitionandensurethatit is notregeneratedn
thefuture.

5. If new basisfunctionsweregeneratedn this stepandthe
iterationlimit n hasnotbeenreachedreturnto step?2.

Figurel: Thebasisfunctiongeneratioralgorithm.

6 Handling Universal Rewards

In rst-order domains,we are often facedwith univer
sal reward expressionghat assignsomepositive value to
the world statessatisfyinga formula of the generalform
8y (y;s), and0 otherwise. For instance,in our logis-
tics examplearewardmaybe givenfor having all trucksat
their assigneddestination:8t; cDst(t; c) ! TAt(t; c;s).
One dif culty with suchrewardsis that our basisfunc-
tion approactprovidesa piecaviseconstanapproximation
to the valuefunction (i.e., eachbasisfunction aggregates
statespacento regionsof equalvalue,with thelinearcom-
bination simply providing constantvaluesover somavhat
smallerregions). However, the value function for prob-
lemswith universalrewardstypically dependgoftenin a
linear or exponentialway) on the numberof domainob-
jectsof interest. For instance,in our example,valueat a
statedependon the numberof trucksnot at their proper
destination(sincethatimpactsthe time it will take to ob-
tain thereward). Unfortunately this cannotbe represented
conciselyusingthe piecavise constantdecompositiorof-
feredby rst-order basisfunctions. As notedby Gretton
and Thiebaux[9], effectively handlinguniversally guanti-
ed rewardsis oneof the mostpressingssuesn the prac-
tical solutionof FOMDPs.

To addressghis problemwe adopta decompositionabp-
proach, motivatedin part by techniquesfor additive re-
wardsin MDPs[3, 23, 17, 18]. Intuitively, given a goal-
orientedrewardthatassigngositve rewardif 8yG(y; s) is
satis ed, and zero otherwise we candecomposét into a

in a grounddomainof interest. If we reacha statewhere
all groundgoalsaretrue,thenwe have satis ed8yG(y; s).

Of coursepur methodssolve FOMDPswithoutknowledge

Input: (1) For eachactiontemplateA; (%), a setof Q-functions
Qo (y )(Ai(x);s) for aspeci c groundinstantiatioryy of agoal

achiese. (3) A groundstates to nd thebestactionfor.

Output: The optimal groundactionA(x ) to executew.r.t. to
the given stateand agglitive decompositiorof unsatis edgoals:
AC¢) = agmaxix | Qo) (Ai(¥);9)

1. For eachactiontemplateA; (x) andgoal G(y; ), replace
all occurrence®f ¥ in Qg(y ) (Ai(x);s) with y; to ob-
tain a set of goal-specic Q-functionsfor eachA;(x):

FQaya) (A1 (%):9); 1225 Qe ym) (Ai (); 9)0.

2. Initialize an emptyhashtableh whoseentriesA(x) ! v
mapgroundactionsA () to their correspondingaluev.

3. Forj = 1:::ndo:

For all Aj andcasepartitionsp in Qg (y ) (Ai (%); 8):
NOTE: By constructiorfromtheB* operator, a case
partition p for a Q-function Qg (y, ) (Ai(%);s) has
the formath9 (x) : ti where we obtain the value
t whenA; (x) is performedif thegroundbindingx is
onesatisfying9x (x).

For eachgroundbinding satisfying9x (x):

— If A(x) ! v isalreadyin h then: updateh to
containA(x) ! (v+ ).

— Else:updateh to containA(x) ! r%).

Figure2: Policy evaluationalgorithmfor universalrewards.

of the speci ¢ domain,sothe setof groundgoalsthatwill
befacedatrun-timeis unknavn. Soin the of ine solution
of the MDP we assumea a genericgroundgoal G(y ) for
a “generic” objectvectory . It is easyto constructanin-
stanceof therewardfunctionrCase(s) for this singlegoal,
andsolwe for this simpli ed genericgoalusingFOALP or
FOAPI. This producesa valuefunctionandpolicy thatas-
sumeghaty istheonly objectvectorof interesf(i.e.,satis-
fying relevanttypeconstraint@ndpreconditionsjn thedo-
main. Fromthis, we canalsoderive theoptimal Q-function
for the simpli ed “generic” domain(and actiontemplate
Ai(%)): Qa(y )(Ai(x);s) = BAi (vCasg(s)).* Intuitively,
given a groundstates, the optimal actionfor this generic
goal canbe determinedby nding the groundA;(x ) for
this s with maxQ-value.

With the solution (i.e., optimal Q-function) of a generic
goal FOMDP in hand,we addresghe online problem of
action selectionfor a speci ¢ domaininstantiation. As-

spondingto a speci ¢ domaingiven at run-time. If we
assumethat (typed) domainobjectsare treateduniformly
in the uninstantiated-OMDRP asis the casein mary lo-
gistics and planning problems, then we obtain the Q-
functionfor ary goal G(y; ) by replacingall groundterms
y with therespectie termsy; in Qg(y )(Ai(%);s) toob-

4SincetheB” operatorcanoften retainmuchof the additive
structuren thelinearapproximatiorof vCase(s) [21], represen-
tationandcomputatiorwith this Q-functionis veryef cient.



tain Qg (y; ) (Ai (%); 8).

Action selectionrequires nding anactionthatmaximizes
valuew.r.t. theoriginaluniversalreward. Following [3, 17],

we do this by treating the sum of the Q-valuesof ary

actionin the subgoalMDPs as a measureof its Q-value
in the joint (original) MDP. Speci cally, we assumethat
eachgoal contributesuniformly and additively to the re-
ward, so the Q-functionfor an entire setof groundgoals
fG(y);:::; g(ybn)g determinedby our domaininstanti-
ationis just [} 2Qgy)(Ai(%);s). Action selection
(at run-time) in ary groundstateis realizedby choosing
thatactionwith maximumijoint Q-value. Naturally, we do

not want to explicitly createthe joint Q-function, but in-

steadusean ef cient scoringtechniquethat evaluatespo-

tentially usefulactionsby iterating throughthe individual

Q-functionsasdescribedn Fig. 2. While this additive and
uniform decompositiormay not be appropriatefor all do-

mainswith goal-orientediniversalrewards,we have found
it to be highly effective for the two domainsexaminedin

this paper And while thisapproactktanonly currentlyhan-
dle rewardswith universalquanti ers,thisre ectstheform

of mary planningproblems.Nonethelesstherearepoten-
tial extensionsof this techniquefor morecomplex univer

salrewards thegeneraljuestiorbeinghow to assigrcredit
amongthe constituent®f suchareward.

7 Optimizations

Following are a few novel additional optimizationsthat
provided substantialperformanceenhancement®f our
FOALP andFOAPI implementationsFirst, andmostim-
portantly thestyleof generatingprthogonabasisfunctions
in Fig. 1 hassomevery nice computationapropertieghat
we canexploit. In short,whensearchingor the maximum
partitionamongn disjoint basisfunctions,one needonly
considertaking 1 of n true partitions(eachbasisfunction
has and: ) settingtheothern 1 basisfunctionsto
its falsepartition. Clearly ary othersettingwould resultin
aninconsistenstatedueto the disjointnesof the n basis
functions. Consequentlythe searchfor a consistentstate
reducesfrom an exponentialcompleity of 2" combina-
tionsdown to a polynomialcompleity of n combinations
(trying eachtrue partitionof a basisfunctionin turn).

Second,one canreplacethe B4, operatorsin the con-
straintsfor FOALP andFOAPI with themuchsimplerB#
operatorthat doesnot introducethe blowup that occurs
from enforcingdisjointnessin the B4, operator Since
we know that we only use the constraintswhen search-
ing for amax (i.e., during constraintgeneratior{21]), the
max over BA will implicitly enforcethemax constrainof
BAax - While we omit aproof, it is straightforvardto shav
that the maximal value and thereforethe maximally vio-
lated constraintthat we needduring constraintgeneration

is thesamewhetherwe useB A, or BA.

Third, while rst-order simpli cation techniquesrenotre-
quiredto performFOALP or FOAPI, somesimpli cation

cansave asubstantiahmountof theoremproving time. We
useda simple BDD-basedsimpli cation techniqueasfol-

lows: Givena rst-order formula, we rearrangeand push
guanti ersdown into subformulaeasfar aspossible.This
exposesa propositionalsuperstructure(very commonin

FOMDP problems)that canbe mappednto a BDD. This

BDD structureis useful becausdt reducespropositional
redundang in the formularepresentatioby removing du-

plicate or inconsistentlosed rst-order formulaethatare
repeatedrequentlydueto the naive conjunctionof thecase
operatorgmainly , ,and ).

8 Empirical Results

We appliedFOALP andFOAPI to the BoxWbrld logistics
andBlodksWorld probabilisticplanningproblemsrom the
ICAPS 2004 1PPCJ15]. In the BoxWorld logistics prob-
lem, the domainobjectsconsistsof trucks, planes,boxes,
andcities. The numberof boxesandcities variesin each
probleminstance,but there were always 5 trucks and 5
planes.Trucksandplanesarerestrictedo particularroutes
betweencitiesin a problem-speci cmanner The goalin
BoxWorld is to deliver all boxesto their destinatiorrities,
despitethe fact that trucks and planesmay stochastically
fail to reachtheirspeci eddestinationBlocksWorld is just
a stochasticversionof the standarddlomainwhereblocks
aremoved betweerthe tableandotherstacksof blocksto
form a goal con guration. In this version,a block may be
droppedwhile pickingit up or placingit on astack.

We usedthe Vampire[20] theoremprover andthe CPLEX
9.0LP solverin our FOALP and FOAPI implementations
andappliedthe basisfunction generatioralgorithmgiven
in Fig. 1 to a FOMDP versionof thesedomains.lt is im-
portantto note that we generateour solution to the Box
World and Blodks World domainsofine. Sinceeachof
thesedomainshasa universallyquaniti ed reward, our of-
ine solutionis for a genericinstantiationof this reward.
Thenat evaluationtime whenwe aregivenanactualprob-
lem instance(i.e., a setof domainobjectsandinitial state
con guration), we decomposehe valuefunction for each
groundinstantiationof the reward andexecutea policy us-
ing the approachoutlinedin Sec.6. We do not enhance
or otherwisemodify our of ine solutiononcegivenactual
domaininformation(thisis anavenuefor futureresearch).

We setaniterationlimit of 7 in our of ine basisfunction
generatioralgorithmandrecordedherunningtimesperit-
erationof FOALP and FOAPI; theseareshowvn in Fig. 3.
Thereappearso beexponentialgrovth in therunningtime
asthe numberof basisfunctionsincreasesthis re ects the
resultsof previouswork [21]. However, we notethatif we
werenot usingthe “orthogonal” basisfunction generation
techniquedescribedn Sec.5 andassociatedptimizations
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Figure3: FOAPI andFOALP solutiontimesfor the Box World
and Blocks World Domainsvs. the iteration of basisfunction
generation.

in Sec.7,wewould notgetpastiteration2 of basisfunction
generatiordueto the prohibitive amountof time required
by FOALP and FOAPI (> 10 hours). Consequentlywe
canconcludethat our basisfunction generatioralgorithm
andoptimizationshave substantiallyincreasedhe number
of basisfunctionsfor which FOALP andFOAPI remainvi-
ablesolutionoptions.In termsof a comparisorof the run-
ning timesof FOALP andFOAPI, it is apparenthateach
performsbetterin differentsettings.In BoxWorld, FOAPI
takesfewer iterationsof constraingeneratiorthanFOALP
andthusis slightly faster In Blocks\World, thepoliciestend
to grow morequickly in sizebecausehe Vampiretheorem
prover hasdif culty refutinginconsistenpartitionson ac-
countof the useof equalityin this FOMDP domain. This
impactsnot only the solutiontime of FOAPI, but alsoits
performanceaswe will seenext.

We applied the policies generatedby the FOALP and
FOAPI versionsof our basisfunction function generation
algorithmto threeBoxWorld and ve Blocks World prob-
lem instancesrom the ICAPS 2004 IPC. We compared
our planningsystento thethreeothertop-performingplan-
nersonthesedomains:G2is atemporallogic plannerwith
human-codeaontrolknowledge[8]; P is an RTDP-based
planner[2]; J1is a human-codeglanner J2 is aninduc-
tive policy iteration planner and J3 is a deterministicre-
planner[24]. Resultsfor all of theseplannersaregivenin
Tablel.

We make four overallobsenations:(1) FOALP andFOAPI

producethe samebasisfunction weightsandthereforethe
samepoliciesfor the BoxWorld domain.(2) We only used
7 iterationsof basisfunctiongeneratiorandthis effectively
limits the lookaheadhorizon of our basisfunctionsto 7

steps.It appearghata lookaheadf 8 is requiredto prop-
erly planin the nal BoxWbrld probleminstanceandthus
both FOALP andFOAPI failed on this instance® (3) Due

SWe couldnotincreasehenumberof iterationsto 8 to testthis

Problem Prob. Planning System FO-
G2 [ P [J1]J2]J38 ] ALP [ API
bxcl0b5 || 438 | 184 | 419 | 376 | 425 || 433 | 433
bxclOb10 || 376 | O | 317| O | 346 | 366 | 366
bxc10b15 0 - | 129 0 | 279 0 0
bwb5 495 | 494 | 494 | 495 | 494 || 494 | 490
bwb1l 479 | 466 | 480 | 480 | 481 || 480 0
bwb15 468 | 397 | 469 | 468 | O 470 0
bwb18 352 — | 462| O 0 464 0
bwb21 286 | — | 456 | 455 | 459 || 456 0

Table 1: Cumulative reward of 5 planning systemsand the
FOALP and FOAPI (100 run avg.) on the Box World and
Blodks World probabilistic planning problemsfrom the ICAPS
2004 IPPC [15] (- indicatesno data). Box Wbrld problems
areindicatedby a pre x of bx and followed by the numberof
cities ¢ and boxes b usedin the domain. Blocks World prob-
lemsareindicatedby a pre x of bw andfollowed by the num-
ber of blocksb usedin the domain. All domainsare available
from http://wwwcs.rutgers.edu/"mlittman/topics/ipc04-pt See
Section8 for anexplanationof thedomainsandplanners.

to aforementionegroblemswith theinability of FOAPI to
detectinconsisteng of policy partitionsin theBlocksWorld
domain, its performanceis severely degradedon these
probleminstancesn comparisorto FOALP. FOALP does
notuseapolicy representatioandthusdoesnotencounter
theseproblems.(4) It is importantto notethatin compar
ing FOALP and FOAPI to the otherplanners,G2 and J1
usedhand-codedontrolknowledgeandJ3wasa very ef-
cient search-basedeterministiqgplannerthathadasignif-
icantadwantagebecauseéhe probabilitiesin thesedomains
wereinconsequentialTheonly fully autonomoustochas-
tic plannerswereP andJ2,and FOALP performscompa-
rably to both of theseplannersandoutperformghemby a
considerablenaigin on a numberof probleminstances.

9 Concluding Remarks

We have introduceda novel algorithmfor performing rst-
order approximatepolicy iteration, as well as nev ba-
sis function generatiortechniqueghat allow FOALP and
FOAPI to efciently exploit their structure,leadingto a
substantiaincreasein the numberof basisfunctionsthat
thesealgorithmscan handle. Additionally, we have ad-
dressedhe intractability of solving problemswith univer
salrewardsby automaticallydecomposinghetaskinto in-
dependensubgoalshatcanbesolvedandthenrecombined
to determinea policy thatfacilitates‘coordination”among
the subgoals. Taken together thesetechniqueshave en-
abledus to evaluateFOALP and FOAPI solutionsto lo-
gisticsproblemsfrom the ICAPS 2004 ProbabilisticPlan-
ning Competition. Empiricallywe have shovn thatFOALP
performsbetterthanotherautonomoustochastiplanners
on theseproblemsand outperforms=OAPI whenthe pol-

hypothesisddueto memoryconstraints We arecurrentlyworking
on additionaloptimizationsto remedythis problem.



icy representatiomequires rst-order logic constructghat
posedif culties for a state-of-the-artheoremprover. Our
approachs competitive on thesedomainseven with plan-
nersthatexploit (hand-coded)iomain-speci cknowledge.

Onepressingssuefor futurework is to extendour reward
decompositiortechniquego a wider rangeof universally
qguanti ed formulae. In addition, we note that mary do-
mainsincluding the Box World logistics domaincovered
in this paperhave an underlyingtopologicalstructurethat
is not exploited in currentsolutionalgorithms. The abil-
ity to directly exploit topologicalstructurein the problem
representatioandbasisfunctionformulationcould poten-
tially help with the limited-horizonlookaheadssuesthat
we experiencedon BoxWorld. The ability to exploit ad-
ditional reward and domainstructurewill help pushfully
lifted andautomatedr st-order solutiontechniquedgurther
into probabilisticplanningdomainsthat previously could
notbehandled.
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