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Abstract:  
 
There is no end-to-end quality of service (QoS) on todayÕs Internet despite a large 
demand for video conferencing and other applications that could use QoS. How will ISPs 
agree to provide end-to-end QoS to consumers? We argue that there is a market vacuum 
for an organization - a QoS overlay - to coordinate the ISPs and make QoS widely 
available for Internet applications. We discuss how such a QoS overlay would change the 
regulatory environment of the Internet, particularly how it would help justify a form of 
network neutrality regulation. Lastly, we suggest that if the market does not solve this 
coordination problem on its own, the government should take the lead. 
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I. Introduction 

To the casual observer, the Internet appears to be the quintessential example of 
interconnectivity. Any node in the entire world can communicate with any other; the only 
requirements for communication are the address of the destination and the 
communication protocol. The information sent to the destination end-node is passed 
across the Internet by a series of routers which are hosted by Internet Service Providers 
(ISPs). ISPs hand-off the bits of information from one router to the next, with each 
successive hand-off carrying them closer to the packetÕs destination. The bits might go 
through only one ISP or they might traverse many ISPs on their route from start to finish.  
 
This is interconnection at the packet-level. When people think of the InternetÕs high 
degree of interconnectivity, they are generally thinking about packet-level 
interconnectivity. 
 
There are, however, other kinds of interconnection. We argue that there are three types of 
interconnection in today's Internet: packet-level, service-level, and application-level. 
These three levels are illustrated in Figure 1 (ÒThree Levels of InterconnectionÓ). 
 
The highest level of interconnection is at the 
application-level. Some applications exhibit 
extremely high interconnectivity and some are 
entirely disconnected. The classic example of an 
application with high interconnectivity is email. 
Any email application can send email to any 
other email application. It is theoretically 
possible to develop a private email application 
that uses a proprietary format and is not 
connected to the general email framework, but that kind of application is doomed to fail 
as the email standard is already widespread and would be the obvious preference over a 
new entrant to the email market. 
 
One application with poor interconnectivity is Instant Messaging (IM). AOL, Microsoft, 
Yahoo! and Google each have their own network of IM customers none of whom can 
communicate with each other unless they are using the same company's IM client 
software. 
 
Between packet and application is service-level interconnection, an agreement of two 
network providers1 to provide Quality of Service (QoS) between end points. This means 
that packets are guaranteed to arrive at their destination without exceeding a certain 
degree of delay or data loss.  
 

                                                
1  ÒNetwork providersÓ include ISPs and cable providers. We discuss these companies more in 
section III.B. 

Figure 1: Three Levels of Interconnection 
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Service-level interconnection currently exists today only within a given network 
provider, not between networks. So, while the Internet has impressively high 
interconnectivity at the packet-level, the interconnectivity it exhibits at the service-level 
is quite poor. 
 
The key stakeholders involved at the packet-level and those at the service-level are both 
ISPs. Therefore, the same stakeholders are interconnected in one regard (packets) and 
disconnected in another (service). 
 
For this paper, we focus on service-level interconnection and QoS.2 Specifically, we 
discuss end-to-end QoS: the ability to have service guarantees from any arbitrary point to 
any other arbitrary point on the Internet.  
 
Section II discusses QoS and investigates one application Ð video conferencing - that 
would drive the demand for end-to-end QoS. Next, to better understand the playing field, 
section III provides a stakeholder analysis. We then give our analysis of the QoS market 
environment in section IV by extrapolating three scenarios which could result in end-to-
end QoS. We assess the relative feasibility of each and choose the third scenario, a QoS 
overlay, as the most feasible. Section V presents arguments for how the development of a 
QoS overlay would change the regulatory landscape of the Internet. Specifically, we 
consider if the overlay is likely to be a monopoly; we argue that an overlay would give 
more support to some form of neutrality regulation; and we show that the government 
may have an interest in initiating the development of an overlay. Finally, we end in 
section VI with a summary of our arguments, policy recommendations, and open 
possibilities to extend our argument. 

II. Emerging Disruption at the Service-level  

A. QoS Technology 
The default amount of service-level interconnection on the Internet is Òbest-
effort.Ó[CROSSROADS] That means when packets are sent from one place to another, 
the Internet infrastructure does not guarantee anything about how long it will take for the 
packets to arrive at their destination, nor does it guarantee the order that the packets will 
arrive at its destination. In fact, it does not even guarantee that the packets will get there 
at all! 3 This is a very minimal amount of service-level interconnection. 
 
QoS is a guarantee of packet delivery and speed or at least a guarantee that the delivery 
will be faster and more likely than otherwise.  
 
For this to happen, every point in the data path from start to finish must abide by the QoS 
guarantee, even if the path extends across several different ISPs. If all ISPs abide by the 

                                                
2  We use the term Òservice-levelÓ and QoS interchangeably. 
3  However, one can at least find out whether or not a packet made it to its destination. The 
InternetÕs protocols do provide that information. 
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QoS guarantee, the Internet would be providing a much greater amount of service-level 
interconnection than Òbest-effort.Ó  
 
ISPs can achieve high quality of service in two ways: over-provisioning and differential 
service. Over-provisioning means making sure that the network has abundant capacity 
and is never overloaded. This implies that packet queues are short and packet loss is rare 
so as to avoid congestion.  Over-provisioning does not require differentiating kinds of 
traffic.  
 
Differential service means that the network reserves capacity for preferred traffic and 
then earmarks some traffic high-priority. This high-priority traffic uses the reserved 
capacity, giving it priority when more than one packet is ready for transmitting over a 
link and keeping it away from the congested parts of the network so it arrives at its 
destination on-time.  
 
Since users tend to consume as much bandwidth as there is available, even an over-
provisioned ISP may have issues with its customersÕ traffic. 4 A differential-service ISP, 
by contrast, has to limit only the high-QoS traffic. These limits are enforced via 
additional fees collected from the users.  In other words, for differential-service, a user 
cannot abuse the QoS-based ISP without paying extra, while she can certainly still 
consume as much bandwidth as possible of non-QoS traffic. 
 
In economics terms, ISPs probably do not want to simply over-provision without having 
a good plan of how to collect revenue to pay for the costs.  QoS is a way for them to 
extract such rents. 
 
QoS is already widely used for Voice-over-IP applications within businessesÕ private 
networks, drastically lowering the cost of traditional phone lines. QoS for video 
conferencing is also available for use within some private networks or within individual 
ISPs. 5 Yet today there is no end-to-end QoS available for the general Internet.  

B. Motivation to Change 
We argue that there will be strong demand for end-to-end QoS on the Internet. Several 
popular applications would use the service guarantees if they were available. To justify 
this argument we focus on one application which we think will be the most significant in 
bringing end-to-end QoS to the Internet: video conferencing.  
 
Video conferencing (VC) will galvanize the demand for service-level interconnection for 
at least three reasons.   
 
First, it greatly facilitates person-to-person communication regardless of location; 
employees can work remotely from home, businesses can save time and travel money.  
                                                
4  The experience of KT in Korea supports this. See BR05 footnote 11: ÒOn March 29, 2005, KT 
announced they would be moving to usage-based charging over the next two years, because even their 
over-provisioned access network is being congested by file-sharing traffic (there were also regulatory 
reasons).Ó   
5  http://www.juniper.net/solutions/literature/white_papers/200019.pdf 



 6  

By replacing some amount of Òface time,Ó VC would be significant for many situations in 
the economy and therefore have a large demand.  
 
Second, VC is taxing on the network. It requires significant bandwidth across all 
participants of a conference in order to provide a smooth user experience instead of the 
experiences offered by low bandwidth options such as frames freezing or delays. This 
problem can only be solved with service-level interconnection.  
 
Third, it is unrealistic to expect users to always be on the same private network. In many 
cases, people will want to use VC when it is impossible to access their private network. 
People will prefer and be willing to pay for service guarantees if they can use the service 
from any arbitrary location to any other arbitrary location. This implies a strong demand 
for end-to-end QoS between networks and ISPs instead of only within private networks. 
 
We now take a closer look at the VC industry and see how it will rally demand for QoS.  

C. Video Conferencing Industry 
The Incumbent Video Conferencing Providers 
 
For many years, the only way to do VC was to install Integrated Services Digital 
Network (ISDN) lines to each end node which connects the user to the Local Exchange 
CarrierÕs (LEC) central office. Typically a room is wired with three ISDN lines. 
Examples of companies that offer this service are Polycom (www.polycom.com) and 
Codian (www.codian.com). 
 
This method is expensive with monthly fees ranging from $120 to $750 and a one-time 
fee ranging from $700 to $6000.6 Users must also pay in-facility wiring charges for each 
of the lines.  
 
Because of the high cost, this kind of VC has been used almost exclusively by businesses.  
 
New Entrants to Video Conferencing 
 
VC-over-IP changed and continues to change the VC market. Because VC over IP can 
piggyback off of the pre-existing Internet infrastructure, rather than requiring customers 
to install expensive ISDN lines to homes and offices, it is cheaper and, therefore, in a 
good position to displace the incumbent market.  
 
In fact, The VC-over-IP industry is already substantial with projections to reach US $5.5 
billion in 2007, and projections for VC endpoint equipment at US$875 million in 2007.7  
 
For consumers who do not need QoS guarantees and are willing to put up with dropped 
frames, delays, freezes, and dropped conferences, there are plenty of low-quality VC 
applications available to user over the Internet. WebEx and MicrosoftÕs MSN are 
                                                
6  http://home.icomnet.com/support/isdnfaq.shtml#9 
7  http://www.siemon.com/us/white_papers/03-08-26-VideoOverIP.asp ; projection made in 2003 
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examples. While QoS-guaranteed VC over IP is only available within a private network, 
these new entrant applications span ISPs. They are widely available and cheap or even 
free. Before these applications, VC was only achievable for customers who paid out the 
high costs of installing ISDN lines. With the widespread adoption of these applications 
and the Internet, VC Ð albeit with only low qualityÐ is now available to anyone with 
access to the Internet. 
 
These companies also have large user bases of customers who are familiar with their 
software. Some of them have a captive audience of customers who signed up for IM or 
voice service and can later be offered new high quality VC functionality when it becomes 
available.  
 
Would it be possible to have the best of both worlds, to have both high availability and 
high-quality? If there was a way for these new entrants - these highly available 
application providers - to have access to QoS guarantees, many customers would be 
willing to pay for the quality. 

D. Bottleneck to Change 
The primary bottleneck to blocking widespread end-to-end QoS availability and, hence, 
high-quality VC is a lack of network provider coordination. At the packet-level, ISPs 
currently interconnect to other ISPs via non-disclosed peering and transit arrangements. 
[CROSSROADS] Other than these interconnection agreements, ISPs are completely 
uncoordinated and their pricing mechanisms between ISPs and to customers are 
unregulated. 
 
This lack of coordination impedes end-to-end QoS guarantees. It is easy for an ISP to 
provide QoS between its own customers, but such an offering would only help people 
who are in the same organization (i.e. in the same business) and would not lead to the 
widespread use of reliable VC.8 For customers to rely on inter-ISP VC, they would need 
both a guarantee of service, and high availability. 
 
Solving the ISP coordination problem (which includes compensation) would be a huge 
boon for every party involved, consumers and ISPs.  
 
Some may argue that network bandwidth is another bottleneck. A high-quality video 
stream requires 10-20Mb/s in each direction, and more at a conference hub. This demand 
would be taxing for many last-mile loops and connections to small businesses, which 
often have T1 connections that handle 1.5 Mb/s each way.9 To deploy effective high-
quality VC over IP, ISPs will have to provide end-to-end quality of service and 
dependability, which would mean upgrading their network.  
 
                                                
8  Some ISPs might try to use their QoS service to encourage customers to use them instead of a 
competitor, but unless the network had a chance of become dominant, customers would be less motivated 
to switch to them as the value of their network is directly proportional to the size of their network. Because 
no ISP is dominant  - regulators deliberately try to keep the ISP market competitive -, the coordination 
problem is likely to persist.  
9  http://forums.speedguide.net/showthread.php?t=193374 
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We argue that once the ISP coordination problem is solved, QoS will allow ISPs to 
differentiate services and prices, which will give them an extra source of revenue and 
motivate them to build out the network infrastructure to meet the demand for QoS. 
Therefore, the primary bottleneck is coordinating the ISPs.  

III. Stakeholder Analysis  

Now that we have identified the bottleneck facing service-level interconnection Ð ISP 
coordination Ð we explore possible solutions. Because the driving force behind demand 
for service-level interconnection will be applications like VC, we continue to use VC as 
our case example.10 The first step toward addressing a solution is to identify the 
stakeholders because any reasonable solution will likely involve some or all of the 
stakeholders. The stakeholders can be broken up into four groups: consumers, network 
providers, application providers, and regulators.  

A. Consumers of Video Conferences 
We group the consumers of VC into three general categories: large businesses, small 
businesses and the mass market. QoS technology in the VC market affects each of them 
differently as they each have different values regarding availability and quality.  
 
Large Businesses 
 
This stakeholder has been the primary customer of VC and demands high-quality service 
for internal communications, such as meetings with staff that are in different locations. 
They use QoS in their private networks and value reliability in their VC communications. 
VC services that they would use would require a guarantee of communication resources 
reserved in advanced and they would be willing to pay for these resources for reliability.  
 
Large businesses will also want to use VC to communicate with people outside their 
private network such as customers, employees at home, and other business partners. 
However, high-quality video requires 10-20Mb/s in each direction while Comcast, for 
example, offers only 384Kbps upstream for most broadband users. Therefore large 
businesses generally do not have the option to use high-quality video for people outside 
of their private networks even though they would likely be willing to pay considerably 
for it.11 
 
Small Businesses 
 
Some small businesses currently use VC and some do not. Many small businesses cannot 
afford to install the expensive VC equipment required to achieve high-quality. Many 
currently use the lower quality VC-over-IP alternatives, but they would likely be willing 
to pay for quality although they probably would not pay as much as the large businesses. 

                                                
10  Other applications that require widely available QoS would add to our argument.  
11  It would be interesting to do a market study of how much money businesses would be willing to 
pay for high-quality VC. 
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Mass Market 
 
Many users currently use lower quality VC-over-IP from their homes. Practically none 
have access to high-quality VC. Some of these consumers would likely be willing to pay 
for high-quality VC, but they probably would not pay as much as a business would. Or, 
they might be willing to pay the same rate as businesses, but they would use the service 
less.  
 
From these three groups of stakeholders, it seems that the early adopters of high quality 
VC would be large and small businesses. Large businesses would be motivated to switch 
from their ISDN-based VC because of the potential to VC with more people. Small 
businesses might sign up with VC-over-IP quickly so that they could look as big as the 
large businesses and thereby Òleap-froggingÓ over ISDN-based VC technology. 

B. Network Providers  
We use the term "network providers" to encompass both ISPs and cable owners. We 
lump all of these stakeholders into one group which include the companies that own the 
hardware infrastructure (such as routers and cables) for the Internet and the high-quality 
VC-over-IP services. 
 
For the access ISPs, which serve the customer directly, high-quality VC is an opportunity 
to extract more income by using service differentiation. For an example, the ISP may 
charge a premium per hour of video conferencing thereby making more money. 
 
Extensive use of high-quality VC may congest network links and put pressure on ISPs to 
upgrade their infrastructure especially if such upgrades would allow ISPs to make more 
money from the QoS fees.   
 
An access ISP might vertically integrate by becoming or affiliating with a VC application 
provider (the next stakeholder below).  This may lead the ISP to discriminate against 
competing video conference application providers in order to promote its own 
application. (This is the concern of Ònetwork neutralityÓ proponents. We discuss this 
topic in section V.B. ÒNetwork NeutralityÓ).  

C. Application Providers  
Several companies provide low-cost or free VC applications which operate over the 
Internet such as WebEx, and MicrosoftÕs NetMeeting. These companies are positioned to 
evolve into the high-end providers as they already have large customer bases. Just as 
teleconferences are often hosted by a specialized company instead of arranged entirely by 
the participants, video conferences will likely be hosted by these application providers. 
 
By expanding into the high-quality VC market, these companies would potentially be 
able to earn extra revenue by offering advanced features and premium services. 
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D. Regulators  
As Internet applications including VC-over-IP are characterized as Òinformation 
services,Ó they are completely unregulated. It is unclear if Congress will move from this 
laissez-faire approach. Dynamic nature of the telecommunications industry in general and 
VC in particular makes it hard to tell what kinds of regulations if any should be applied to 
the market. What kinds of regulation are appropriate will likely be fiercely debated. We 
contribute to the debate below in section V.  
 
However Congress changes the law, the primary government agencies that will be 
involved in enforcing the law is the Federal Communications Commission (FCC). The 
Department of Justice (DOJ) will also be involved for settling anti-trust issues. The 
Federal Trade Commission (FTC) might also play a role. 

IV. Possible Outcomes for Video Conferencing 
Market 

We envision three possible scenarios for how the ISP coordination problem at the 
service-level will be solved.12  
 
The first is that ISPs themselves organize and coordinate service agreements. The second 
is that an application provider (or perhaps more than one) which has a stake in the market 
will make deals with many or all of the ISPs. And the third is that some other 
organization independent of ISPs and application providers will do the coordination 
work. We consider these options in turn and evaluate 
the likelihood of success for each. 

A. Scenario 1: ISPs Organize 
Themselves 
Why do we not already have end-to-end QoS? As we 
discussed above, the problem is that ISPs have not 

coordinated an agreement to decide how it will work 
and how they will get paid. Currently, there are no 
widespread standards for inter-ISP QoS compensation 
and no coordination organization formed by the ISPs to collectively decide on a universal 
QoS compensation method. Even though end-to-end QoS could provide a new source of 
revenue to all ISPs who participate, the coordination problem remains unsolved. 
 
There are existing mechanisms that ISPs can use to offer QoS among themselves. 
Appendix A contains a summary of them, specifically, DiffServ, InterServ, and 
Brokerage models. However, the issue here is not of mechanism but of QoS policies. For 
example, how many high QoS packets will ISP A accept from B (DiffServ)? How many 

                                                
12  It is possible the this problem will never be solved, however, considering that solving the problem 
will allow for the possibility of growing the market and extracting more money from customers, it is likely 
that sooner or later, the ISPs will be coordinated somehow. 

Figure 2: Web of ISPs 



 11  

virtual links can be established and at what price (InterServ)? How much bandwidth 
should be bought or sold when demand varies (Brokerage)? These questions are 
answered by ISP policies and can only be agreed upon when all possible ISPs that form 
the network for video conference users come to a set of terms that in the aggregate are 
not conflicting (e.g. agreement between A and B won't break the agreement between B 
and C). A standards organization would have a difficult time handling such complexity to 
satisfy every ISP considering the many ISPs and their tangled relationships. (Figure 2 
ÒWeb of ISPsÓ shows the web of relationships between ISPs.) 
 
Aside from the sheer complexity of the task, there are two additional reasons for why 
ISPs have not and probably will not coordinate themselves to provide end-to-end QoS.  
 
First, it is not easy to determine what makes a compensation standard fair. Should the 
initiator of the conference pay the bill, much long-distance phone calls are caller-paid? If 
both parties are willing to take the call, should the bill be split evenly? If the traffic is 
uneven, how will the payment schemes be adjusted? How much should transit ISPs get 
paid? There is no obviously fair answer to these questions.  In addition, it is unclear how 
the application providers that share the QoS offerings should be paying the ISPs, if at all.  
Until this is solved, ISPs may not be able to charge QoS fees directly to consumers, who 
probably have only application-specific and not generic QoS needs. 
  
Second, each ISP has a complex set of internal policies and considerations to balance 
when dealing with trying to establish agreement with another ISP.  For example, AT&T 
has invested in a tremendous worldwide network that is used by millions of customers.  
Before offering QoS to another ISP, AT&T must consider whether the QoS arrangement 
will affect other existing arrangements, for instance.  AT&T cannot easily discuss this 
with the ISP openly, as most of these internal arrangements, network topology, and 
operational details are AT&T's competitive advantage that should be protected from 
competing ISPs. 
 
Summary Evaluation of Scenario 1 
 
End-to-end QoS involves a very difficult coordination problem for ISPs. It is not done 
today and while we believe it will be attempted by some ISPs who see the revenue 
potential for video conferencing, it is unlikely that a majority of ISPs will come to an 
agreement. To minimize their opportunity cost, ISPs need to specialize on what they are 
best at doing, which does not include large-scale ISP coordination. 
 
Even if the ISP do coordinate and establish QoS agreements, the resulting coalition of 
ISPs might be monopolistic. It would mean that ISPs would set QoS rates based on 
agreements among only themselves instead of based on competitive rates. This could 
result in price fixing.  On the other hand, should two sets of ISP coalitions evolve, it is 
unclear whether the two may merge at some point on their own, as each probably 
developed its own way of coordination that may not be compatible the other.  
 
This scenario would however create significant benefits to consumers, who can enjoy it 
for video conferencing plus many other types of applications. Being able to charge for 
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QoS might motivate network providers to increase the bandwidth and quality of their 
networks because users would likely pay more for better service. It would also provide 
widely available QoS albeit probably at high price.  All that said, as of today, the ISPs 
probably think these benefits are outweighed by the costs of self-organization. 

B. Scenario 2: Application Providers Drive the Service 
Agreements  
Today, application providers tend to take the blame from customers when video 
conference quality is poor (e.g. dropped frames, dropped conference connections) even 
though the poor quality generally does not lie in the application code but in the network. 
However, the ISPs are not typically blamed except in cases where they act as application 
providers as well as network providers (e.g. Comcast offering Voice-over-IP). Thus, to 
stay competitive, application providers have strong incentives to offer QoS for their 
applications to satisfy their customers perhaps via higher-priced premium services for 
users who use QoS technology.   
 
Because IP-based video conferencing necessarily depends on ISP connectivity, the only 
option for application providers to obtain high QoS, is to work with the various ISPs 
directly and individually.  
 
An application provider seeks to be the main point of contact for any user for two 
reasons: to simplify the user experience and to gain strategic advantage. For the former, it 
is easier for the user to pay the application company directly for application-specific 
services rather than paying the network provider separately and then specifying which 
application the higher quality service should be applied towards. For the latter, since the 
provider collects money directly from the user, it might gain additional strategic power 
over the ISPs. For example, if there is more than one ISP choice for the users, the 
provider can get competitive bids from the ISPs for the best QoS levels and prices.  It 
similarly can have an edge over other application providers, as 
it can block them out via tight relationships with ISP.  For 
example, it can co-market video conference products with 
Comcast exclusively, rendering any other QoS offering by 
competition less credible. 
 
To achieve this integration between application provider and 
network provider, an arrangement between the two 
stakeholders is necessary so that the application provider's 
packets are marked as Òhigh priorityÓ thus providing higher 
quality video conference to the user. The ISP would then 
charge fees from the application provider who would in turn 
charge the user. 
 
Feasibility of Coordination 
 
If an application providerÕs only option to obtain QoS 
for its customer is to make arrangements with 

Figure 3: Application 
Providers Organize 
Individual ISPs 
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every ISP, how difficult a task would it be?  
 
To begin to answer this question we consider a typical video conference. Start with two 
users, A and B. The application provider charges fees from user A who the initiates the 
conference call (e.g. a sales person) and wants to video conference with the other user B 
(e.g. a client prospect).13 The portion of the fees for providing high service will now be 
shared by: user AÕs access ISP, user BÕs access ISP, and all transit ISPs between A and B 
where packets will be forwarded in both directions. Therefore more than two ISPs are 
introduced by having just one more user. If we have a third or fourth user, with different 
ISPs, the total number of ISPs with which the application must make arrangements could 
increase rapidly.  
 
If any arbitrary user with an Internet connection should be able to make a conference call 
from his or her ISP, the number of ISPs requiring coordination to provide universal end-
to-end QoS would be enormous. This is because access-ISPs tend to operate regionally 
with their customers close together. Thus, achieving universal high-quality VC for all 
users in, say, the US would involve coordinating virtually all ISPs. That would be a 
cumbersome if not infeasible task for most application providers. (See figure 3 
ÒApplication Providers Organize Individual ISPsÓ) 
 
Instead of aiming for universal QoS availability, some application providers might settle 
for providing QoS only to video conference users within an ISP. While this is already 
done currently within certain companiesÕ private networks, it is not done for users of 
different companies (e.g. sales person and client, friends, etc.).  Asking both user A and 
user B to be with the same edge ISP is unrealistic Ð A and B both already have selected 
ISPs for their individual business operations, and it is unlikely that users would want to 
switch ISPs just for video conferencing. Even if switching to a different ISP were 
possible in a specific region, there would be switching costs which would inhibit 
customers from doing so. 
 
Is there a middle ground between universal QoS and QoS restricted to a private network? 
An application provider would probably be most efficient by making arrangements with 
the ISPs that are used by the majority of its users, as well as the largest ISPs in general. 
By working with only the largest ISPs like AT&T, for example, it is likely that users A 
and B would both be on one of these ISPs. This might be a viable option for some 
applications providers because it would allow them to reach a large enough user base to 
encourage adoption of their high-quality VC applications. However, this kind of 
arrangements would create two problems: 
 
First, large app providers will try to make exclusive arrangements with the large ISPs to 
give the best QoS to those particular application providers. These kinds of exclusivity 
arrangements would prohibit rival application providers from accessing the same QoS 
from an ISP and would thereby hurt competition. It is likely that no single application 
provider will be capable of making a deal with every large ISP because its competitors 

                                                
13  Should A and B split the costs afterwards depends on how the application charges its customers 
and does not affect our discussion of how the application compensates the ISPs.  
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would have already signed exclusive deals with some ISPs. The result is a fragmentation 
problem where the QoS service across the Internet becomes balkanized. This balkanized 
QoS regime would be complicated and not user-friendly, as there would not be one single 
application provider who can provide universal end-to-end QoS.14  
 
Even if ISPs do not sign into exclusive deals with application providers, balkanization of 
Internet QoS may still result because negotiating arrangements with the ISPs may simply 
be too costly for the application providers who probably do not have expertise in ISP 
coordination. As described in scenario 1, coordinating ISPs is a non-trivial endeavor. It 
may not be worthwhile for application providers to use their resources to coordinate all 
ISPs. Instead most would coordinate with just a small number. If several applications 
providers do this, QoS on the Internet would remain fragmented and inconvenient. 
 
Second, small app providers and small ISPs have a high chance of being blocked out of 
the high quality market altogether. Small businesses or businesses in less popular markets 
could be using small ISPs, which may not be high on the list for application providers to 
approach. Analogously, small application providers have little chance to compete with 
larger application providers for QoS deals with large ISPs due to issues like exclusivity, 
limited resources or bulk discounts in pricing for large ISPs, all of which drive up their 
relative costs and thus raise service fees for their users. 
 
Summary Evaluation of Scenario 2 
 
This scenario, in addition to being infeasible, is also troublesome for social welfare. By 
having an application provider do the coordination between ISPs would make one 
company dominant in two layers, application and QoS. This would bring a concern for 
the company to use its QoS coordination position to discriminate against rival 
applications. The same concern worried the FCC in the AOL-Time Warner merger 
[Faulhaber].This scenario would also be poor for consumer choice because the QoS 
capability would only be accessible through the one application provider that does the 
coordination work. No other app providers may share work done by one of the providers. 

C. Scenario 3: The QoS Overlay 
The third and final scenario is an organization independent of both the network and 
application providers solves the ISP coordination problem and supplies a platform upon 
which applications can easily interface with the networkÕs QoS functionality. We call this 
arrangement a QoS overlay. 
 
What is an overlay?  
 
An overlay is a network that is formed Òon top ofÓ the existing Internet. Clark et. al. 
[Clark05] gave the following definition: 
 
An Overlay is a set of servers deployed across the Internet that: 
a) provide some sort of infrastructure to one (or ideally several) applications,   
                                                
14  This problem might be mitigated with network neutrality regulation. 
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b) in some way take responsibility for the forwarding and handling of application data in 
ways that are different from or in competition with what is part of the basic Internet,   
c) are operated in an organized and coherent way by third parties (which may include 
collections of end-users) to provide a well-understood service that is infrastructure-like, 
but,    
d) are not thought of as part of the basic Internet.  
 
Akamai and Internap are examples. Akamai arranges with thousands of ISPs around the 
world to co-locate servers. This set of global servers is a network that Akamai or its 
clients can use to solve distributed problems, such as content delivery. The relationships 
among the servers are managed by Akamai. For example, if a major backbone ISP link is 
heavily congested, Akamai can place content on in a location that minimized latency. 
Akamai has enough servers in nearby locations that an alternative path can be chosen. 
Thus, overlays like Akamai provide flexibility and redundancy that no solution before 
could promise.  
 
Internap on the other hand focuses more on access.  It leases bandwidth from key 
backbone ISPs via service-level agreement to form a network of bandwidth that it can 
access.  From any point A to point B, Internap can look at the congestion levels of the 
various paths available and select the one that is best.  Thus, it offers something no ISP 
can offer as each one of them focuses only on its own internal paths and cannot obtain 
path guarantees from other ISPs.  Companies like Amazon.com like Internap because 
Internap allows them to deal with one company instead of many ISPs to provide very 
high dependability.  Internap therefore does, in part, address the QoS interconnection 
problem. 
 
How would a QoS Overlay work?  
 
An overlayÕs role is similar to many ÒcoordinationÓ 
services, including search engines like Google Ð where 
users interact with one engine rather than looking up all the 
pages individually Ð or marketplaces like eBay Ð where 
users who sell a good can find all the buyers in one place 
rather than identifying and negotiating with each one of 
them individually. A QoS overlay would need to coordinate 
with each ISP. This should be compared to scenario 1 above 
in which each ISP would need to coordination with every 
other ISP. For example, the overlay might install a server at 
each ISP to form an overlay network. Each server then 
becomes a hub for QoS communication. The application 
providers would need to have easy access to that overlay network, so the overlay 
company would provide a software interface that would be standard for all applications. 
Figure 3, ÒOverlay Relationships,Ó shows how the overlay would coordinate both 
application providers and ISPs. 
 

Figure 4: Overlay Relationships 
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Benefits to Stakeholders 
 
For application providers, an overlay would provide a standard infrastructure for 
accessing QoS. It could provide several pricing options including usage-based pricing. 
Having one company accountable for QoS guarantees is very convenient for application 
providers who would then not need to negotiate with ISPs directly (as in scenario 2) and 
would have the advantage of QoS access to all the ISPs with which the overlay 
coordinates. The overlay would also be in a good position to mitigate congestion 
problems by choosing different routes if needed.   
 
As with application providers, ISPs would welcome a QoS overlay. ISPs are fierce 
competitors and they do not want to reveal their price structures and network setup 
information to their competition. An ISP simply wants to look like a ÒcloudÓ to every 
other ISP, revealing a link to get into and out of the cloud but hiding what happens inside. 
The overlay handles this problem by acting as a trusted intermediary for all the ISPs.  
 
The payment method offered by an overlay also benefits ISPs, which will have to work 
out payment options with only the overlay instead of with other ISPs. If they coordinate 
among themselves as in scenario 1, they would have to coordinate with at least every ISP 
they connect with. The overlay would simplify their business relationships. 
 
Video conference consumers benefit from the overlay scenario because they would have 
the convenience of paying for quality through the specific application and because they 
could reach anyone who is on an ISP that is part of the overlayÕs QoS network. Likely, 
the overlay would have a relationship with almost every ISP because both the ISPs and 
the overlay would stand to gain from a high number of ISP as part of the overlayÕs QoS 
network. They both would stand to gain because more ISPs in the network means more 
potential premium VC calls, which bring revenue for the ISP and the overlay. And if the 
customer is willing to pay for it, the customer will gain also.  
 
Overlay Competition  
 
An inter-ISP overlay is a complicated business in itself. The capital investment by 
Akamai, for example, with over tens of thousands of machines around the world, 
suggests the size of an overlay operation. To afford such expensive investments, the 
demand for AkamaiÕs service must be very high. (It has over 60% of the CDN market.15) 
Few companies would be willing and able to make this kind of investment.  This may 
justify concerns that overlays could be anti-competitive monopolies. 
 
Solving the QoS coordination problem for VC will take existing players like Internap or 
any other upstart further work to get it solved. The amount of bandwidth and new ISP 
arrangements, especially at the access level, required would be beyond what is currently 
arranged by Internap. It is not unreasonable to think that there may be multiple overlays 
forming for high-quality VC, which might create a new problem of coordinating the 

                                                
15 See http://www.xchangemag.com/articles/2c1buzserv.html and 
http://www.fool.com/news/commentary/2005/commentary05030406.htm 
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overlays themselves! Alternatively, several overlays might all operate individually and in 
competition as long as they do not provide exclusive agreements with ISPs to block each 
other out of relationship with the ISPs. 
 
Summary Evaluation of Scenario 3 
  
This scenario seems both feasible and beneficial to all stakeholders.16  
 
The fact that there are so many ISPs means that the ISP market is competitive which is 
the goal of regulators who purposely prevent ISPs from getting to big. This is evidenced 
by the MCI backbone divestiture. [MCI] In a market purposely wrought to prevent a 
dominant market power from emerging, it can be expected that all the players would be 
willing to agree on a standard if one could be forged.  
 
The success of Internap demonstrates that overlays can be used to solve ISP coordination 
problems. While Internap has grown, the ISPs have not attempted to coordinate 
themselves and form an alternative ISP to capture the market themselves. There are many 
reasons for this, and no one will know precisely which ones are critical. But it is fair to 
assume that the costs of coordination outweighed the benefits from each individual ISP's 
perspective.  
 
An overlay that specializes in coordinating ISPs for QoS would solve the QoS 
interconnection problem, allowing user choice for applications and motivate application 
providers and network providers to build out their networks to offer better quality and, 
hence, more expensive service.  
 
However, the overlay might be a monopoly and charge more money for the coordination 
work than is socially efficient. We consider how this overlay would change the regulatory 
environment in the next section. 

V. Regulatory Landscape and Analysis 

How would a QoS overlay change the options and arguments for regulating the internet? 
Under todayÕs law, which is governed by the Telecommunications Act of 1996, 
Òinformation servicesÓ including network and application providers are generally not 
regulated.[CROSSROADS] However, there are some voices that foresee regulation in the 
future in this area.[WEISER]17 
 
We first consider the possibility that a QoS overlay will be a hard-to-unseat monopoly 
and whether that status would justify regulation. Next, we investigate network neutrality - 
a topic of active and ongoing debate Ð and show how the development of a QoS overlay 

                                                
16 Regulators, the one stakeholder not yet considered in the subject of the next section. 
17 Page 11 footnote quoting Michael PowellÕs speech. ÒThe important public policy question is not 
whether to regulate the Internet or not, as if that were a realistic choice. Rather, it is how to regulate it 
responsibly in a manner that maximizes consumer welfare and does not stunt its inf inite growth and 
innovation potential.Ó 
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would support the case for some form of neutrality regulation. Last is a discussion of how 
a QoS overlay might come about through a government-led initiative if industry forces 
fail to create sufficient service-level interconnection for end-to-end QoS on their own. 

A. QoS overlay: A Monopoly? 
 
The position a QoS overlay would have in the market may well turn out to be a 
monopoly. This is because of two reasons: first, high fixed costs and low margin costs of 
establishing the overlay and, second, network externalities. 
 
For the first reason, coordinating ISPs into a compensation scheme that is flexible enough 
to account for all of their business parameters will likely take considerable startup costs. 
Once relationships between a core set of ISPs are established, however, the operating 
costs and costs for adding new ISPs would likely be smaller because the overlay would 
have some market power, compelling or enticing additional ISPs to accept the overlayÕs 
style of business relationship.18 
 
For the second reason, a QoS overlay is a type of network and is subject to network 
externalities. That means the bigger the network, the more value it provides to each 
member. The upshot of this is that an overlay would have a difficult time starting up 
because it has low value to members when it is small whereas an established overlay has 
a lot of value to offer. Therefore, an incumbent overlay would have an advantage over a 
new entrant. 
 
A monopoly might be the most efficient market position for an overlay. If two 
organizations tried to do this coordinating, it would take twice the work, wasting 
resources on redundant effort. Another downside to multiple overlays is that application 
providers might have to work with each of the overlay organizations, complicating their 
business relationships and applications. 
 
A monopoly overlay would likely set prices above economically efficient levels, possibly 
justifying direct regulation of prices it could charge the ISPs. However, the prices would 
always be limited by consumer demand and by the threat of a new entrant to compete 
with or replace the overlay. Scenarios 1 (ISPs organize themselves) and 2 (application 
providers each connect to ISPs directly) described above would be more tempting to try 
in the presence of an abusive QoS overlay.  
 
It is possible that after the first QoS overlay develops and demonstrates a workable 
business model, a second might learn from the innovative overlay and enter the market as 
a competitor. If that were to happen, a QoS overlay would certainly not be a monopoly.  
 
It is not clear if the overlay will be a permanently monopoly or not, but it is likely that the 
first overlay to form will have monopoly power for at least a period of time. 

                                                
18  This claim is somewhat speculative. The business of a QoS overlay might be very dynamic as 
ISPs change their rates and parameters. We do not try to make a strong argument here so much as to 
explore the possibilities.  
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B. Network Neutrality 
An overlay would split Internet traffic into two tiers of service: QoS and best-effort (non-
QoS). This split would drastically change the arguments for network neutrality which 
seeks to outlaw network providers from discriminating against applications. 
[SCHEWICK] We discuss how the existence of an overlay would change the regulatory 
environment so that some form of neutrality regulation would be justified. 
 
1. Incentives to Deploy Network Infrastructure 
 
One of the key reasons against network neutrality law is that by preventing the network 
provider from benefiting from the application fees, it would reduce incentives to deploy 
network infrastructure because the network provider would be strictly prevented from 
making money off of application fees. [SCHEWICK] 
 
A QoS overlay would change that by compensating network providers for QoS. This 
way, network providers would be motivated to build out the networks to realize the 
profits from VC and other QoS-demanding applications. 
 
By allowing the network providers to profit from applications via QoS, an industry 
structure with a QoS overlay would help justify outlawing network providers from 
discriminating in favor of their preferred applications, which is the goal of network 
neutrality.  
 
 
2. A Neutral Overlay 
 
The overlay, if a monopoly, should itself also be subject to a form of neutrality 
regulation. If the overlay has business interests among either network providers or the 
application providers, it could potentially use its monopoly position to create another 
monopoly in the adjacent market. This ÒmonopolizingÓ would be illegal [Faulhaber].19 A 
neutrality regulation that forces the QoS overlay to offer the same QoS price to every 
application and to treat all ISPs consistently would mitigate this problem.20  
 
A regulation that makes the overlay neutral would be easy to enforce. Unlike non-QoS 
traffic, all transactions for QoS traffic would be tracked for billing purposes, so any 
discrimination would be easily uncovered. Because the overlay would be coordinating 
both application providers and network providers, regulations could simply make the 
overlay charge all applications the same rates between given end points and refuse to 
grant any particular application priority over others unless the application provider pays 
for it. For example, if an ISP wanted to favor a certain application, the overlay could 
prevent it from doing so by insisting on charging all applications the same rate for the 
same level of QoS.  

                                                
19  Faulhaber states that Òmonopolies are perfectly legal under US antitrust law; it is ÔmonopolizingÕ 
that is illegal, extending oneÕs existing monopoly into other markets.Ó 
20  For an example of this kind of neutrality regulation, see John Windhausen Jr, Public Knowledge, 
Good Fences Make Bad Broadband: Preserving an Open Internet Through Net Neutrality, Feb. 6, 2006 
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Therefore, the overlay, if it is a monopoly, should be made neutral to applications and 
ISPs. 
 
3. Discrimination for Non-QoS Traffic 
 
For non-QoS traffic, network providers would still likely try to discriminate against 
applications. For example, a network provider that offers land-line phone service might 
discriminate against a non-QoS Voice-over-IP application in order to sway the customer 
into using the land-line service instead of Voice-over-IP.  
 
If the networks can make enough money from QoS to pay for network upgrades, the 
argument for network neutrality regulation, even for non-QoS traffic, would be better 
supported. However, the enforceability of this kind of regulation is questionable as 
network providers can claim technical reasons are behind certain applicationsÕ poor 
quality rather than discrimination. 
 
4. Degradation of Non-QoS traffic 
 
With a QoS overlay in place, network providers might attempt to extract as much profit 
out of real-time applications as possible. For example, ISPs might purposely degrade the 
quality of VC applications when used without QoS (e.g. WebEx), attempting to make 
users pay for at least minimal QoS with those applications. The network companies could 
claim innocence by insisting that this is just another form of service differentiation rather 
than application discrimination. If the network degraded all applications equally, network 
neutrality rules would not prevent this kind of quality degradation.21 

C. GovernmentÕs Role: Expediting Service-level Interconnection 
If there continues to be a lack of service-level interconnection and all attempts at 
coordinating the ISPs flounder, the best solution may be a government-sponsored 
initiative. It might be possible to achieve end-to-end QoS if the government helps 
establish the functional guidelines of the overlay and oversees and funds an organization 
to serve as the overlay, with the threat of more stringent regulation looming.22 
 
The government might have an interest in expediting the development of service-level 
interconnection, because of the possibilities for additional revenue it could obtain by 
levying taxes on QoS usage. This could help recoup revenue lost due to the switch from 
traditional telephony to voice-over-IP. 
 

                                                
21  Software is commonly shipped with more features than the customer has access to because the 
customer has only paid for some of the features. I t does not cost them anything to enable the features. 
Disabling the features is solely for marketing, to differentiate services. Analogously, network providers 
might claim that degrading all service-dependent features are part of their business plan.  
22  There is already a precedent for government-led interoperability initiatives. In 2004, President 
Bush promised interoperable electronic medical records to all Americans by 2014 and started a government 
effort for creating standards and a national health information infrastructure. (See 2004 State of the Union 
Address.) 
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The government has a strong interest in expediting end-to-end QoS and VC 
capabilities because of the potential energy savings. By replacing 
everyday commuting with VC - even for just a small percentage of drivers - end-to-end 
QoS could save the nation billions of dollars, reduce dependency on foreign sources 
of energy, and lower pollution. For this reason alone, end-to-end QoS should be 
high on the political agenda. 

VI. Summary and Recommendations  

We have argued that there is a market vacuum at the service-level of the Internet. An 
overlay organization that coordinates the ISPs and provides applications with an interface 
to network providersÕ QoS could fill this market vacuum. Two examples of companies 
positioned to take on the role of a QoS overlay are Internap and Akamai, both of which 
have experience dealing with large numbers of ISPs. 
 
Having a QoS overlay would help justify network neutrality regulation by giving network 
providers incentives to build out the network infrastructure. Network neutrality 
proponents would then no longer be faced with as severe a tradeoff between the 
deployment of network infrastructure and application-level innovation.  
 
If, after some time, service-level interconnection still lacks, the government should lead 
the ISP coordination effort to help achieve end-to-end QoS and high-quality video 
conference capabilities on the Internet.  
 
Further work can be done to advance this research direction. First, we suggest looking at 
technical alternatives for implementing an overlay. For example, will new connection 
points be needed among ISPs, or will the existing ones serve? Second, one should go 
further in anticipating the moves and countermoves of the stakeholders.  For example, if 
core ISPs are abundantly provisioned, so that they give all traffic high QoS, will they 
nevertheless charge a toll for traffic that has QoS markings? Will other players then try to 
conceal these markings? Will this push and pull yield a stable result? Answering these 
questions would help lower the uncertainty of having a market with a QoS overlay and 
bring us closer to achieving end-to-end quality of service. 
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APPENDIX A: QoS Technologies 
 
There are many QoS schemes that have been proposed.  We will highlight several here. 
 
IntServ (Integrated Service) [Braden94] / RSVP (Reservation Protocol) [Braden97]: 
every traffic flow has its own dedicated virtual circuit.  Each router will have to keep a 
database of the flows and reserve bandwidth.  All routers must be IntServ or E2E-QoS 
won't be achieved and thus this scheme is not quite scalable, as there it requires the ISPs 
hosting the routers already have coordinated. 
 
DiffServ [Blake98]: every packet is designated a flag to address its QoS level.  Routers 
individually process the packet along the path.  Scalable solution but offers only 
probabilistic performance.  In other words, one cannot guarantee that the same 
bandwidth/quality will be maintained throughout the conference. 
 
Brokerage model [Teitel00]: each ISP runs its own ÒbrokerÓ software that buys/sells QoS 
bandwidth with users and other ISPs.  There are a lot of policy issues that are implicit in 
these proposals.  Brokers probably are good after ISPs have agreed to their policies and 
also provide more of a guaranteed approach. 


